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Unsupervised Learning Methods: PCA, MCR-ALS, and Sparse Autoencoder (SAE) 

Unsupervised learning methods are useful for exploring the intrinsic structure of 

measurement data without requiring prior labels. 

• PCA provides an overview of the dataset by reducing its dimensionality and 

revealing the major sources of variation. 

• MCR-ALS decomposes the data into pure components (or groups of related 

variables) together with their corresponding concentration or score profiles. 

• Sparse Autoencoder (SAE) extracts latent features using a nonlinear neural 

network. Because SAE can model nonlinear relationships, it may reveal finer 

structural information than MCR-ALS for some datasets. 

Although MCR-ALS and SAE often produce similar results, SAE may provide more 

detailed feature extraction when nonlinear effects are present. 

 

Supervised Learning Methods: Random Forest (RF)  

Supervised learning methods are useful for identifying variables related to a target peak, 

target image, or target variable that has been identified through exploratory analysis. 

Typical applications include 

• identification of mass peaks related to a selected peak, 

• discovery of variables exhibiting behavior similar to a selected variable, 

• identification of mass images related to a selected target image. 

Random Forest (RF) is generally applicable to a wide variety of datasets because it can 

model nonlinear relationships among variables. 
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Today I will discuss how machine learning can improve our interpretation of SIMS data. I will begin 

with a short demonstration of generative AI, then focus on multivariate analysis and machine-learning 

methods for spectra and images. The aim is to connect the results with the physical and chemical 

processes that generate the measured data. 

 

The objective is to uncover the scientific meaning in the measured data. Researchers first represent 

relevant scientific knowledge in a form that a model can use, for example through labels and 

descriptors. Explainable methods then help us examine the relationships between the model results and 

the measured variables. Scientific interpretation and validation help us connect these findings to the 

underlying physics and chemistry. 
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First, I would like to briefly discuss the current state of AI. 

Generative AI has advanced rapidly, and many of you may already use it in your studies or research. 

However, applying generative AI directly to SIMS data is not yet common. Here, I would like to show 

what happens when we try. 

It may be useful for getting some hints before analysing the data ourselves. However, we also need to 

consider whether we can rely on its interpretation. This is why understanding the basic mechanisms of 

AI is important. 

 

This sample contains PET, PS and PC on a substrate. The total-ion and characteristic-peak images show 

their spatial distributions, while the MCR results provide component images and corresponding spectra. 

These results provide a reference for the generative-AI demonstration that follows. Chemical 

assignments still rely on interpreting the extracted spectra. 
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Suppose we have SIMS data from a sample with an unknown composition. In this demonstration, I 

knew the true composition, but I treated it as unknown. 

First, I converted the SIMS data into text and uploaded it to generative AI systems, including ChatGPT 

and DeepSeek. 

Here, the rows represent spatial pixels and the columns represent mass peaks. The dataset contains 

spectral and spatial information, but these numerical values alone do not explain the sample chemistry 

or measurement conditions. 

 

The automatic analysis indicated the main spatial distributions, but it did not identify the main polymers 

correctly. It suggested PDMS and sodium or potassium contamination instead. Separating regions and 

assigning their chemical identities are different tasks. The fragment-ion information alone did not 

provide enough context for reliable identification. 
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I then supplied a list of candidate materials: PEG, PE, PP, PS, PET, PC and PMMA. This was a 

candidate list, rather than a statement that all seven polymers were present. With these clues, the results 

from non-negative matrix factorization, NMF, and cluster analysis improved. Some assignments were 

correct. However, several regions remained uncertain, so interpretation still required human expertise. 

 

The demonstration separates computational ability from scientific interpretation. The AI could process 

a matrix of mass peaks and spatial pixels, but I had not supplied the measurement conditions or relevant 

background knowledge about the sample. Without these clues, it could not reliably determine what the 

extracted patterns meant. This leads to the question on the next displayed slide: would supplying more 

information solve the problem? 
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Would providing enough information solve this problem? Not necessarily. Even when sufficient 

information is provided, important information may not be appropriately selected, connected, or used. 

The challenge is therefore not only to provide sufficient information, but also to ensure that AI 

preserves and uses the knowledge essential to the analysis. This includes the measurement principles, 

conditions, preprocessing history, uncertainties and purpose of the analysis. 

We usually express this knowledge through natural language, equations or structured descriptions. 

However, practical experience and scientific judgment can be difficult to express explicitly. How can 

we make that knowledge accessible to AI? This remains a major challenge. 

 

Before discussing advanced machine learning applications, let us first look at the current machine 

learning methods that help us interpret complex SIMS datasets. This table summarizes both current and 

future applications of machine learning in SIMS and related analytical techniques. 

Conventional multivariate analysis, such as principal component analysis, is still a powerful tool for 

interpreting complex dataset, particularly for obtaining an overview of the data. For extracting pure 

components or important features, unsupervised learning methods, such as multivariate curve resolution 

(MCR), a type of non-negativity matrix factorization (NMF) and autoencoders are particularly useful. 
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After unsupervised learning identifies characteristic components or spectral patterns, supervised 

learning methods can identify the variables that are most strongly associated with these findings.  

More advanced applications include material prediction, quantitative analysis, noise reduction and 

knowledge discovery. Although, automatic denoising is still challenging today, it is likely to become 

increasingly practical in the coming years. Moreover, autonomous measurement systems may become 

feasible in the near future. Such systems could automatically optimize measurement conditions, search 

for the most informative regions for analysis, and even suggest the next sample preparation or 

measurement strategy.  

Although this future may sound very convenient, it also places greater responsibility on us as scientists. 

We must understand how AI reaches its conclusions rather than simply accepting its answers. At the 

same time, we need to provide AI with scientific knowledge that reflect the physical and chemical 

processes underlying the measured data. Collaboration between human scientific understanding and AI 

will be essential for achieving reliable and explainable scientific discoveries. 

-- 

PCA provides an overview, while MCR, NMF and SAE extract component patterns or features.  

Supervised methods can investigate variables related to a target, predict material-related labels or 

estimate composition.  

The future column includes measurement optimization and autonomous analysis as possibilities, rather 

than capabilities demonstrated in this tutorial. Our focus is on understanding how the available methods 

support spectral and image interpretation. 

 

This optional overview places multivariate analysis and machine learning within the broader field of 

AI. It groups learning methods by their model families and learning tasks. The tutorial concentrates on 

PCA, MCR, SAE, Random Forest and shallow neural networks because their results can be examined 

in relation to measured spectra and images. 
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The tutorial begins with the matrix representation of spectral and image data. We then examine 

unsupervised feature extraction using PCA, MCR or NMF, and sparse autoencoders. Next, supervised 

learning helps us investigate variables associated with a target.  

Finally, we introduce label and descriptor design to connect random forest material prediction and 

ANN-based quantitative analysis with scientific knowledge. 

 

Machine-learning tasks include supervised, unsupervised and reinforcement learning. This tutorial 

focuses on the first two. The slide also lists model families, including conventional statistical methods, 

decision trees and several neural-network architectures. We will choose methods according to the 

analysis purpose and the information available for interpreting their outputs. 



8 

 

To apply machine learning to SIMS or MS imaging datasets, we first convert the data into a matrix 

because most algorithms require this representation. Each mass-peak image can be converted into a 

vector, and these vectors can then be combined to form a matrix. Unsupervised learning requires only 

the dataset itself, whereas supervised learning requires both the dataset and labels. The success of 

supervised learning often depends more on appropriate label design than on the choice of algorithm. 

 

For a three-dimensional dataset, flatten each depth-layer image into a vector, and join the vectors end to 

end in a fixed order. Repeat that ordering for every mass peak to form the numerical matrix. After 

analysis, the same ordering lets us reshape scores or encoded values back into spatial images. 
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The descriptors are the numerical variables supplied to the model. They can be peak areas from peak 

picking or intensities integrated over fixed mass bins. A common peak list helps align spectra from 

different measurements. 

Furthermore, peak picking is important for preparing appropriate descriptors for MS data. We can use 

the SIMS software provided by vendors, as well as the free software available on GitHub. 

In addition, normalization and scaling change the relative contributions of variables, in this case mass 

peaks, so their choice should preserve the spectral information needed for the scientific question. 

 

I’ve shared the software suite for this tutorial. The practical suite contains PCA, MCR-ALS and sparse-

autoencoder notebooks for unsupervised learning analysis, and Random Forest notebooks for 

supervised analysis. The RF importance notebooks predict a selected numerical variable or mass image 

from the other variables. The additional RF_specBrandy and RF_specPolymer notebooks perform 

classification. There are separate editions for sample-by-variable data and pixel-by-mass data, with 

example CSV files and PDF user guides. 

Sources: supplied SoftwareSuite/UnsupervisedLearning and SupervisedLearning notebooks and PDF 

user guides. PCA_sampleData_20260707.ipynb, MCRALS_sampleData_20260707.ipynb, 

SAE_sampleData_20260707.ipynb; PCA_20260615.ipynb, MCRALS_20260617.ipynb, 
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SAE_ParameterComparison_20260615.ipynb, Bayesian_SAE_20260615_v2.ipynb; 

RF_importanceSPEC_20260707.ipynb, RF_importanceIMG_20260707.ipynb, 

RF_specBrandy_20250803.ipynb, RF_specPolymer_20250803.ipynb. 

 

In Python, pandas is useful for handling tabular data, NumPy for numerical calculations, matplotlib for 

figures, and scikit-learn for many machine-learning methods. TensorFlow and Keras are used for the 

autoencoder examples.  

MATLAB also provides toolboxes for machine learning and neural networks.  

For SIMS image data, converting the original files into a numerical matrix is an important first step, 

and the MIA Toolbox is one option shown here. 

 

PCA and MCR or NMF provide different ways to summarize a complex dataset. PCA finds directions 

that capture the greatest variation in the data. MCR or NMF aims to represent the data in terms of 

component profiles, subject to the selected constraints. The diagram illustrates why an axis that 

separates samples is not necessarily the same as an axis representing an individual material. We should 

interpret the results according to the purpose and assumptions of each method. 
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PCA replaces a large number of original variables with a smaller number of principal components. 

Each principal component is a linear combination of the original variables. The scores describe the 

samples or pixels in this new coordinate system, while the loadings show which mass peaks contribute 

to each direction. Together, scores and loadings give an overview of the dataset and help us interpret 

the differences among samples or regions. 

 

In this case, um, the pig sample measured with SIMS was analyzed using PCA and MCR.  

The first PCA component distinguishes PEG from the silicon substrate. The MCR result presents 

component images associated with PEG and the substrate. Comparing these images with the optical 

image helps us understand the spatial correspondence. PCA is useful for characterizing variation, while 

MCR can provide component-like profiles that are easier to connect with the materials present. 
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Unsupervised learning can extract important features and, under suitable conditions, profiles 

corresponding to pure components, together with associated images and spectra. 

 

However, in real measurements, nonlinear factors such as matrix effects can distort the results of 

machine learning analysis. 
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A linear mixture model represents the measured spectrum as a weighted combination of pure-material 

spectra. Coexisting materials can enhance or suppress ion intensities, causing the measured mixture to 

depart from that expectation.  

For example, neural-network models can represent nonlinear relationships. 

 

This is an example of an ANN-based method called an autoencoder. An autoencoder reconstructs the 

input data at the output layer. Through this process, important features are extracted in one or more 

hidden layers. 

When we input SIMS imaging data, we can display the hidden-layer feature values for each pixel as 

images. In addition, we can examine the weight matrices connecting the input, hidden, and output 

layers. These weights can provide clues about how variables, such as mass peaks, relate to each 

extracted feature. 
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When SIMS imaging data is fed into a sparse autoencoder, the values at each hidden-layer node can be 

displayed as an image, similar to a PCA score image. The weights between layers can provide clues 

about which mass peaks contribute to each feature, somewhat like PCA loadings. 

For each hidden node, the network calculates a weighted sum of the input intensities, adds a bias, and 

applies an activation function. 

Bright pixels indicate higher encoded values, while dark pixels indicate lower values, including zero. 

With ReLU, these encoded values are non-negative. 

Bright pixels may reflect contributions from mass peaks with high intensities and large positive encoder 

weights. 

(Mass peaks with large positive decoder weights can help us interpret the spectrum associated with each 

extracted feature.) 

 

For chemical interpretation, we need to examine the variables associated with an output, as well as the 

output itself. PCA provides scores and loadings. A shallow neural network can likewise expose 

connections between the input peaks and hidden features or output labels. This makes the relationships 

easier to inspect, although the weights still require interpretation in the context of the activation 

functions and measured spectra. 
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Now, I’d like to demonstrate how to use the software I’ve shared with you.  

The supplied imaging CSV differs in format and size from the polymer dataset used in the generative 

AI demonstration. The shared files also include a brandy dataset, which contains spectral information 

but no images. 

Skip the header row and Pixel column when extracting the numerical matrix. The alternative 

data_mass.csv has no Pixel column, so its column settings differ. Check the actual dimensions and 

header layout of the file used for each run. 

Sources: supplied SoftwareSuite notebooks, example CSV files and 2026 user guides. 

 

Here is an overview of the polymer imaging dataset. 
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This slide provides information about the polymers in this dataset. 

This dataset contains spectra of PC, PS, and PET. The table lists characteristic fragment ions and also 

shows that some nominal masses can correspond to different ion formulas.  

For supervised learning, the material identities are supplied as labels.  

These examples illustrate why both the mass resolution and the chemical interpretation of the 

descriptors matter. 

 

Next, here is an overview of the brandy dataset. This dataset has already been autoscaled. 

The Brandy example contains 24 samples and 15 aroma-compound variables.  

The groups include Cognac, French brandy and German brandy.  

Brandy_Info.xlsx describes the samples and variables, and brandy_singleLabel.csv contains the 

autoscaled measurements. Its first row identifies the variables, and its first column contains group labels 

that must stay outside the numerical matrix.  

This small dataset lets us examine individual compounds alongside the extracted features. 
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In addition, the table shows the autoscaled brandy data.  

Each variable is scaled by subtracting its mean and dividing by its standard deviation, so variables 

measured on different numerical scales can be compared. This processing changes the relative influence 

of the variables on the extracted components. 

 

I’ve shared the software suite for this tutorial.  

The practical suite contains PCA, MCR-ALS and sparse-autoencoder notebooks for unsupervised 

learning analysis, and Random Forest notebooks for supervised analysis. The RF importance notebooks 

predict a selected numerical variable or mass image from the other variables.  

The additional RF_specBrandy and RF_specPolymer notebooks perform classification. There are 

separate editions for sample-by-variable data and pixel-by-mass data, with example CSV files and PDF 

user guides. 
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To run a supplied notebook, keep it and its CSV data in the same working folder and open the notebook 

in Jupyter.  

Edit User Settings, then run the cells in order with Shift and Enter.  

Check the printed matrix size before interpreting the plots, and confirm where the result files are saved.  

SAE requires TensorFlow and Keras, while the image MCR notebook also requires pyMCR. 

Sources: supplied SoftwareSuite notebooks and user guides. 

The details are described in the user guide for each program, so please read the relevant guide before 

using it.” 

 

The supplied Brandy CSV is already autoscaled, so PCA uses no additional scaling. MCR-ALS 

requires a non-negative input. The SAE ReLU example uses min-max scaling. For SIMS count data, 

the image notebooks also offer Poisson scaling. Keep the preprocessing recorded when comparing 

methods or parameter settings. 

Sources: supplied SoftwareSuite notebooks, example CSV files and 2026 user guides. 

The details are described in the user guide for each program, so please read the relevant guide before 

using it.” 



19 

 

These are the data-loading settings for the Brandy example. Python positions start at zero, so row one 

and column one skip the header and Label column. Read the variable names from row zero and the 

sample labels from column zero. After loading, confirm a numerical matrix of 24 rows and 15 columns 

before continuing. 

Source: PCA_sampleData_20260707.ipynb, User Settings and data-loading output. 

 

For PCA, select the Brandy input file and retain scaling_method as none because the file is already 

autoscaled. n_components equal to five extracts five principal components. Run the notebook in order 

and inspect the explained variance, scores and loadings. The results are saved in PCA_sample_results. 

The separate image notebook reshapes the scores into PC images. 

Source: PCA_sampleData_20260707.ipynb, cell 1. 



20 

 

Read the score and loading plots together. The orange samples lie on the positive PC1 side in this saved 

result. The largest positive and negative PC1 loadings identify variables associated with the two 

directions. PC1 explains 46.2 percent of the variance and PC2 explains 15.3 percent. A principal-

component sign can reverse, so interpret the relationship between scores and loadings rather than the 

sign alone. 

Source: PCA_sampleData_20260707.ipynb, saved outputs in cells 3 and 5. 

 

The MCR-ALS sample settings specify four components and a limit of 200 iterations. The tolerance 

controls the stopping criterion. Because the Brandy data contain negative values, inspect the 

preprocessing message and mcr_input_data.csv to confirm the shift applied before fitting. Compare 

component counts using separate result folders and evaluate the component profiles alongside 

reconstruction error. 

Source: MCRALS_sampleData_20260707.ipynb, cells 1, 3 and 4. 
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This plot shows the contribution of component one across the samples. Samples nine through sixteen, 

the cognac samples, have relatively higher values in this example. These values represent relative 

component contributions rather than calibrated chemical concentrations. 

The next slide shows the variable profile for the same component. 

Source: MCRALS_sampleData_20260707.ipynb, component 1 saved output in cell 6. 

 

This is the variable profile of component one. The larger values indicate variables contributing more 

strongly to this component. Compare this profile with the sample contributions on the preceding slide to 

identify which measured compounds support the sample pattern. The non-negative shift applied before 

fitting must be considered when interpreting these values. 

Source: MCRALS_sampleData_20260707.ipynb, component 1 saved output in cell 7. 
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The SAE settings use min-max scaling and compare hidden-layer dimensions of two, three, and five. 

The sparsity weight controls the penalty strength, while the target activity specifies the desired average 

activation. 

The program tests all twelve combinations in the supplied parameter lists. For a quick initial run, use 

the single-value lists shown below the main settings. 

Compare the results and select the most promising settings. If needed, refine them by testing nearby 

parameter values. 

Source: SAE_sampleData_20260707.ipynb, cell 1. 

 

This saved example uses two encoded features, a sparsity weight of 0.1 and a target activity of 0.05.  

The training-loss curve decreases and approaches a stable value. The encoded-feature plot positions the 

samples in the learned feature space, with sample numbers beside the points. Compare reconstruction 

error across conditions and inspect feature weights before assigning chemical meaning to a separation. 

Source: SAE_sampleData_20260707.ipynb, cell 5, saved condition 1: hid=2, weight=0. 
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This is a separate Brandy analysis example using an eight-feature SAE result.  

PCA separates Cognac from the German and French brandies along PC1, and the loadings identify the 

aroma compounds supporting this direction.  

SAE feature one relates to Cognac, while feature five relates to the German and French groups. 

Compare the listed weights with the PCA loadings. The parameter settings differ from the two-feature 

practical example shown earlier. 

 

Unsupervised learning gives us component patterns or features, but their chemical identity can remain 

uncertain. We can define an interesting peak, spatial pattern or extracted component as a supervised-

learning target and investigate the measured variables related to it. The following section first explains 

target labels and the RF mechanism, then demonstrates the practical notebooks. 
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Supervised learning adds target information to the measured descriptor matrix.  

For example, for material prediction, labels can represent material identities or properties. For 

spectrum-related prediction, they can represent peak intensities or defined classes. This connects 

scientific knowledge with the specific question that the model learns to answer. 

 

Annotation specifies what the target labels mean. Assigning an ID to each known entity supports 

classification among those entities. Encoding shared properties or structural elements can support a 

more general prediction task. For target spectra, we can use measured intensities or threshold-based 

classes. These representations define the scope of the model before training begins. 
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The two tables compare a single target-label column with multiple target-label columns.  

For example, in material prediction, a material ID represents a fixed category, while separate presence-

or-absence labels can represent individual properties or structural elements. The numbers used as 

category IDs are categorical codes. Shared structural labels can help us investigate materials beyond a 

fixed list, provided the training data cover the relevant structures. 

 

A decision tree separates samples by asking questions about feature values. In this example, the 

questions compare peak-related variables with thresholds. The Gini index describes how mixed the 

classes are at a node; it is zero when all samples belong to one class. A candidate split is evaluated by 

how much it reduces the weighted impurity of the resulting nodes. Repeating this process produces 

branches and eventually leaf nodes with class predictions. 
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This example illustrates material prediction using a random forest. A random forest trains many trees 

on bootstrap samples and considers a random subset of variables for the candidate splits. The ensemble 

combines the resulting predictions. The numbers of peaks, selected features, and trees shown here 

belong to this particular example and are not universal settings. 

 

This spreadsheet shows how the forest combines predictions from individual trees. Classification uses 

voting among class predictions, while regression averages numerical predictions. Keep training and test 

data separate when evaluating the resulting model. 
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Random forests can be used for material prediction through classification and for quantitative analysis 

through regression. They can also identify variables that are important for predicting a selected target. 

This flowchart explains how to use the random forest importance programs for this purpose. 

Source: RF_importanceSPEC_20260707.ipynb and RF_importanceIMG_20260707. 

 

In the mass-peak example, the intensity of a selected peak is the target value for each sample or pixel.  

The remaining mass peaks are used as predictors. We exclude the target peak from the predictors so 

that the model examines its relationships with other variables. The target remains numerical for 

regression. Alternatively, we can define classes using an intensity threshold and perform classification. 
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I’d like to show you how to use RF importance programs using the Brandy data example.  

The sample RF notebook uses the Brandy CSV and selects target variable two by its column name. 

Keep USE_ORIGINAL_LABEL_AS_FEATURE false to exclude the original group labels. The target 

variable is also excluded from the predictors. Check the preview, then run the remaining cells for 

parameter selection, fitting and importance analysis. 

Source: RF_importanceSPEC_20260707.ipynb, User Settings and saved target preview. 

 

For the brandy example, this preview shows the selected target, variable two, across the samples. 

Confirm that the intended column has been selected and examine its sample pattern before fitting the 

model. The random forest will predict this target using the remaining measured variables.  

Source: RF_importanceSPEC_20260707.ipynb, saved target variable preview in cell 2. 
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In this saved example, variable eleven has the highest RF importance for predicting variable two. 

Importance describes usefulness for prediction and doesn’t indicate whether the relationship is positive 

or negative. Inspect the correlations and the selected variable profiles as well. To examine other 

variables, change the ranks or variable names in the user settings and rerun the cell that displays the 

profiles. 

Source: RF_importanceSPEC_20260707.ipynb, cell 7 saved RF importance plot. 

 

RF importance can help us find variables associated with a particular region of the sample.  

An extracted component image can also be used as a numerical target. Its value at each pixel becomes 

the target value, y, while the original mass-peak intensities form the predictor matrix, X. 

This is an extension of the workflow. The supplied imaging RF notebook uses selected mass columns 

or their sum as the target. Using a PCA, MCR, or SAE component image therefore requires adapting 

the target input. The resulting importance indicates which mass peaks are useful for predicting the 

component’s spatial distribution. 
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You can use either the polymer dataset with 999 mass peaks or the one with 570 mass peaks. Select a 

component image obtained from PCA, MCR, or SAE and, after adapting the notebook’s target input, 

use its pixel values as the target for random forest regression. 

The original mass-peak intensities serve as predictors. RF importance then identifies the mass peaks 

that are most useful for predicting the target image’s spatial pattern. This is one way to use random 

forests to investigate variables associated with an extracted component. 

In this example, the mass peak at m/z 135 was identified as an important predictor of the target region’s 

spatial pattern. 

Source: RF_importanceIMG_20260707.ipynb, User Settings and saved target preview in cell 2. 

 

We now move to two applications: material prediction from spectra and quantitative analysis of 

mixtures. 

For material prediction, labels represent chemical structures, starting with amino acids and adjacent 

amino acid pairs. Assigning IDs to known materials supports classification within a fixed database, 

while structural labels describe information shared by different molecules. 

For quantitative analysis, labels represent composition. 
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We started the VAMAS project for material prediction in 2019---- 

 

Initially, we chose peptides as model samples because they contain combinations of the twenty amino 

acids. We used twenty labels to represent the presence or absence of each amino acid. 

The label table encodes the presence or absence of each of the twenty amino acids in a peptide. One 

means present, and zero means absent. These shared structural building blocks replace a label that 

represents only the peptide name.  

Adding peptides increases the diversity of the training data, but presence-or-absence labels do not 

describe residue order.  
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The VAMAS peptide dataset combines measurements from multiple institutions and primary-ion 

sources.  

The slide lists the peptide samples. The expanded dataset contains 1,099 spectra, with twenty amino-

acid labels and 4,230 spectral descriptors. It lets us study prediction across varied measurement 

conditions. 

 

Amino-acid fragment ions produce strong signals in conventional TOF-SIMS, and prediction using 

these labels worked well. However, presence-or-absence information alone cannot tell us the amino 

acid sequence. We therefore needed additional information about residue order. 

This table lists reported amino-acid-related fragment ions and their literature sources.  
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In separate studies, we found many fragment ions containing multiple amino acid residues in SIMS 

spectra.  

This slide shows an example of a peptide spectrum measured using an argon-cluster ion beam. There 

are several fragment-ion types, including ions containing more than one residue. These larger fragments 

are important because they can carry information about relationships between neighboring residues, 

beyond the presence of individual amino acids. 

 

To identify peptides, amino acid sequence information is required. Therefore, we incorporated 

information on adjacent amino acid pairs into the label design. 

There are 400 possible ordered pairs of adjacent amino acids, because there are 20 choices for each 

position. These 400 labels were added to the original 20 amino acid labels. The order matters: for 

example, AE and EA are different sequence elements. 
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Using these labels, we correctly reconstructed the sequences of the peptides included in the training 

data in this analysis. 

Even for peptides not included in the training dataset, partial amino acid sequences could be predicted. 

The tables compare interpolation and extrapolation results. We should distinguish a set of predicted 

adjacent pairs from an unambiguous reconstruction of a complete sequence. Nevertheless, these 

predictions provide more structural information than amino acid presence alone. 

 

RF importance can also highlight mass peaks associated with a particular chemical structure, such as an 

amino acid.  

These peaks may characterize the target material or another material whose absence helps distinguish 

the target.  

Importance guides further investigation; it does not prove a fragmentation mechanism. 
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These tables list peaks useful for predicting glutamine and arginine labels. The glutamine results 

suggest candidates for further examination where established fragment assignments were limited. A 

peak can support a label prediction without originating exclusively from that residue, so chemical 

assignment and independent checks remain necessary. 

 

We extend structural label design from peptide residues to general organic molecules. Each molecule is 

represented by a SMILES string, from which smaller structural elements are extracted as labels. The 

model predicts these structural elements from a spectrum. The predicted pattern can then be compared 

with candidate molecules, rather than being restricted to a numerical ID for each training material. 
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This slide shows an example using 61 SMILES-derived labels. The predicted label pattern can be 

compared with the structural elements of candidate molecules. A reported accuracy describes the 

performance in the particular evaluation shown here. The important idea is that chemical structures 

shared among molecules can provide information beyond a fixed list of material names. Whether a 

previously unseen molecule can be identified depends on the coverage and discriminating power of 

those labels. 

 

Based on the SMILES labels, unknown ocean plastic samples were predicted as polystyrene with a high 

level of label agreement. These ocean plastic samples were also confirmed to be polystyrene using 

TOF-SIMS MSMS. 

The displayed value of 0.925 represents the label agreement reported for this example. Agreement with 

predicted chemical-structure labels supports a candidate identification, while the MS/MS measurement 

provides an independent chemical check. 

Please let us know if you are interested in our material prediction system, which is based on RF and 

SMILEs. We can share our programmes with you.  
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In mass imaging, peak intensity can change with both the amount of a substance and its chemical 

environment, which can cause matrix effects. This schematic shows how matrix effects can enhance or 

suppress the intensity of a particular secondary-ion mass peak. As a result, the image based on that peak 

may not accurately represent the actual distribution of the substance. 

Obtaining accurate mass images requires reliable quantitative analysis that accounts for matrix effects. 

 

Two sets of binary OEL mixture samples were analysed by ToF-SIMS with Bi cluster and water cluster 

ion beams, and OrbiSIMS with an Ar cluster ion beam, as well as laser desorption/ionisation (LDI), and 

desorption/ionisation induced by neutral SO2 clusters (DINeC).  

XPS was also employed for reference. 
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We have developed a shallow multilayer perceptron (MLP)-based system for quantitative analysis from 

SIMS spectra.  

This shallow MLP can predict sample compositions and identify the mass peaks contributing to each 

label representing the composition.  

Please let us know if you are interested in quantitative analysis system, which is based on ANN. We 

can share our programmes with you.  
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